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Grower Summary

Headline

A series of hypotheses for applying advanced Artificial Intelligence (Al) and other
technologies to protected cropping were evaluated for technical and commercial feasibility. It
was concluded that the most appropriate course of action was to use state of the art
technologies to develop a common strategy and concerted framework for the collection of
high quality data to enable future efforts to develop Al solutions.

Summary points:

1. We recommend building a consortium to collect high-quality data that can enable
advanced analysis for the purposes of crop protection, yield prediction, improved
harvesting and SmartHort.

2. Building a value-chain wide consortium would enable an optimised solution that
reduces waste and costs, benefiting growers.

3. Improved scouting with automated systems already in development is possible, and
will support the project suggested in point 1.

4. Improved crop-walking solutions would bring short-term efficiency gains and provide
better data for future analysis, and will support the consortium suggested in point 1.

5. Powdery mildew prediction was one of the goals set for this project. Despite our
extensive efforts, it was not possible to get access to a suitable data set from growers
to enable this analysis. Accurate prediction would be one of the outcomes of the
project in point 1.

6. Pest prediction is similar to powdery mildew prediction, but given the development of
connected electronic insect traps, it may be possible to address this more quickly.
Accurate prediction would be one of the outcomes of the project in point 1.

7. Automated sensor drift detection was initially identified as a potential direction for the
project. However, we believe more promising directions were identified.

8. Data governance principles must be established to protect growers' interests while
enabling the collection and use of data suitable to develop Al applications beneficial
for all.

Background

With the continued advances in environmental control and monitoring systems, such as
Priva, Hoogendoorn and 30MHZ, growers are collecting more data than ever before. The
goal of this research is to find areas where this data could be applied to generate actionable
insights that would improve the efficiency of protected cropping.

This work is expected to:
e EFElicit areas of concern from growers and identify those that might benefit from the
use of advanced Al techniques and advanced technology.



e Explore the current state of the art to identify where Al and other technologies are
already available.

e Examine the types of data available, to verify whether existing data is suitable for
use.

e |dentify ways to improve data collection to support future applications of Al and
advanced technologies

Summary

Interviews with growers and domain experts

To assess the current applications and state of the art of Al in the protected crop industry, as
well as the most promising areas where to apply Al, a number of experts have been
interviewed using a semi-structured interview technique.

These interviews were with:
Growers

Crop protection consultants
Agri-robotics academics
Technology providers
Agri-tech startups

These interviews were used to generate and assess a number of hypotheses.

Literature review

A literature review was conducted to further assess the state of the art and cross-reference
claims made by experts and assess the viability of our hypotheses

Analysis of available data

Multiple datasets have been retrieved and reviewed, and it was found that outcome data is
fragmentary and not suitable for analysis and application of Al. This means that the data
currently available to analyse disease and pest outbreaks lacks quantity, consistency and
variety to provide valuable information (see sections Data Requirement for Machine
Learning applications, Consistency and Quantity). Examples of the data accessed and
analysed during this project are available in Appendix 2.

Ideas proposal and assessment

A number of ideas were generated and assessed for technical and commercial feasibility.
For the most feasible proposals, a deeper analysis was carried out and is presented in this
report.

Financial Benefits

The hypotheses assessed as feasible have the capacity to:



e Assist in the prediction, prevention and timely treatment of disease outbreaks,
particularly powdery mildew. This will reduce waste in the protected cropping industry
Improve the efficiency of crop-walking and reduce the labour cost
Improve the efficiency of the quality control process for growers
Assist growers in predicting customer demand, reducing waste in the value chain

The latest updates from the AHDB gap analysis work (2018/19) estimated a total impact of
powdery mildew on production of about £20M annually for 3 crops in the protected cropping
industry (tomato, cucumber and pepper). This represents 12% of plant protection products
(PPPs) loss of the £161M value for those 3 crops.

Overall, protected vegetables production represents £331M annually and protected fruit
£61M, and powdery mildew affect a larger range of crops including ornamentals.

Early intervention on the disease is much more effective to treat the crops and would allow
to limit the spread of powdery mildew more efficiently. Early detection of the disease, in
particular pre-symptomatic detection, that is not achievable with current methods available to
the protected cropping industry, has therefore the potential to reduce the risk of production
loss associated with powdery mildew. A conservative estimate would lead to a 50%
reduction of this risk.

In addition, the strategy proposed in this report for developing commercial solutions to
powdery mildew detection using Machine Learning could be replicated to other diseases
affecting crops and increase the potential benefits.

Action Points

e We recommend forming a consortium to generate a sufficient set of high-quality data,
and using this data to generate Al and Machine Learning (ML) algorithms that can
improve crop-protection, processes efficiency, yield-prediction and quality control.

e The larger project required to move forward would include external funding. We will
welcome the involvement of growers, and keep relevant parties such as growers
up-to-date with the development of this consortium if they are interested to join. This
report provides recommendations about what growers can do to gather data that
meets the requirement for Al applications.

e At a future stage, we recommend integrating the value chain to improve demand
prediction and reduce waste in the industry



Science Section

Introduction

Data has been a tool for improving agricultural and horticultural activities for 7,000 years,
when the Mesopoamians used accounting to record the growth of crops and herds (Robson,
1992).

Protected cropping is a very different field from the traditional agriculture that humanity has
practiced for millenia. Advances in biology and technology have combined to allow
enormous advances in efficiency.

The industry actively embraces new technology, and there is a vibrant research and
development community. The introduction of vertical farming, in which plants are grown
entirely under artificial lighting, has led to the founding of startups such as Bowery
(https://boweryfarming.com) and Plenty (https://www.plenty.ag). Additionally, advances in
robotics will enable increased efficiency and costs reductions, and the development of
biopesticides promise to reduce the impact of traditional chemical pesticides on the
environment.

Artificial Intelligence is a key enabling technology for all of these areas of improvement.

Vertical farms use Al to continuously monitor plants activity and fine-tune the growing
conditions. Robotic crop-scouters use Al to monitor the state of crops and identify diseases
outbreaks earlier than before. Automated harvesting robots use Al to detect and pick ripe
fruit.

The purpose of this study was to identify areas where Al could be deployed or improved to
accelerate the performance and growth of the protected cropping industry. A thorough
assessment was conducted by consulting experts in the field and conducting a literature
review. The resulting hypotheses about how Al could be developed to positively impact the
industry have been formalised, and assessed for technical and commercial feasibility.

Feasibility Analysis
Project Methodology

This study began with a kick-off meeting with key stakeholders, including a tour of a
commercial glasshouse [Hall Hunter]. There was a two hour discussion of the key issues
facing the protected cropping industry, including identifying areas most suitable for data
analysis.


https://boweryfarming.com/
https://www.plenty.ag/

From this point, the project consisted of two phases. In the first phase, we combined our
expertise with information gained by semi-structured qualitative interviews with domain
experts to assess the current state of the art and areas where Al could be successfully
applied.

These interviews were:
1. Growers and AHDB representatives.
Date: 09/10/2019
Interviewees:
Debbie Wilson, Head of Horticultural Knowledge Exchange, AHDB
John Hall, Consultant & Chair/President of West Sussex Growers Association
Colin Frampton, Consultant, The Summer Berry Company
Chris Need, Consultant, Need Consulting Ltd

2. Crop protection consultants from Fargro
Dates: 23/10/2019, 5/11/2019
Interviewees:
Dr Joshua Burnstone, Technical Director, Fargro
Richard Hopkins, Managing Director, Fargro
Dr. Ant Surrage, Technical Development Specialist, Fargro

3. Robotics expert from the University of Lincoln
Date: 31/10/2019
Interviewee:
Professor Simon Pearson, Professor of Agri-Food Technology, University of Lincoln

4. Cambridge HOK, Technology provider
Date: 25/10/2019
Interviewee:
Mark Chivers, Southern Area Commercial/Technical Support Manager, Cambridge
HOK.

5. University of Manchester/Fotenix, Agri-tech startup
Date: 8/11/2019
Interviewee:
Professor Bruce Grieve, Chair in Agri-Sensors and Electronics, University of
Manchester

6. APS Group, Leading UK grower.
Date: 4/11/2019
Interviewee:
Phil Pearson, Group Development Director

7. Madestein
Date: 5/11/2019



Interviewee: Jonathan Zwinkels, Lettuce and Herb Grower

8. 30MHz, Technology Provider
Dates: 14/10/2019, 27/11/2019
Interviewee: Steve Archer, Business Engineer

Simultaneously, a literature review was conducted to further assess the state of the art and
cross-reference interview findings and assess the viability of our hypotheses. The ideas
collected from the kick-off meeting and the interviews have been reviewed and variations of
the ideas descriptions were generated. Key phrases were extracted from the interviews.
Google Scholar was used to search academic papers relevant to as well as to identify
academics working in the field and their publication list. Relevant primary sources were
checked, as well as papers that had cited these primary sources. Trade literature was
searched for companies working in these areas, and Google was used to search for more
companies and solutions to the problems identified (e.g. “how do growers prevent powdery
mildew”). Where relevant companies were identified, Crunchbase and Owler were used to
assess the company and check whether the company was established, how much funding
they had, etc. We also used Owler to check for similar companies.

In the second phase, a number of hypotheses were generated and assessed for technical
and commercial feasibility. For the most feasible hypotheses, a deeper analysis was carried
out.

Based on the literature review, experience and targeted follow-up interviews, a critical
analysis of the ideas was led, to narrow down the research field to a smaller number of
potential ideas, and to focus on the most viable and feasible of those ideas.

Each idea was assessed on a number of factors that affect feasibility.

Assessment Process

Ideas were scored on a range of factors relating to technical feasibility first. Scores ranged
from zero to five, with zero being definitely infeasible, one being probably infeasible and five
being very feasible.

This scoring is the result of a qualitative assessment, and should not be considered a
numerical methodology.

Then for those ideas which deemed technically feasible, commercial feasibility and potential
were analysed. This check was done to ensure that they could deliver value to the AHDB
and growers, however it was not a full market analysis, due to the compact scope of the
project.

After a full round of evaluation, further research was carried out on the ideas deemed
potentially feasible and scores were updated with additional information and assessment.

10



Technical Feasibility Criteria:
1. Problem Difficulty - some ideas are theoretically tractable, but would require
unreasonable effort to deploy at scale given the current state of the art
2. The feasibility of acquiring sufficient data (either existing or new data)
3. The quality of the data available (or that would be acquired if not yet available)
4. The maturity of the Al techniques needed to implement a solution

Commercial Feasibility Criteria:

1. Potential commercial impact and benefit to growers
2. Competition and existing technology

Summary Table

. Commercial
Project Idea i ibili i i
J Technical Feasibility (1 impossible, 5 easy) Feasibility
Problem Current Future
difficult data data Model Commercial
y feasibility = feasibility =Maturity | Feasibility

Improved crop scouting 4 - 5 5 5

Tools for more efficient
human crop-walking

Powdery Mildew Outbreak
prediction from historical 5 1 5 5 5
crop-walking data

Pest activity prediction from

. . . 4 1 5 5 5
historical crop-walking data

Table 1. Project ideas technical and commercial feasibility assessment

Table 1 contains our assessment of the most viable project ideas, based on the difficulty of
the task, the availability of data at present, the likelihood of data becoming available in the
future, the maturity of analysis techniques and the commercial feasibility as assessed by
domain experts.

Proposal - Consortium for Al-ready commercial glasshouses

Based on the findings (described in section Summary), it was concluded that a systematic
and larger scale approach would provide data that would enable the realisation of the project
ideas described in sections Improved crop scouting, Value chain optimisation, Powdery
mildew outbreak prediction and Pest activity prediction.
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We suggest a large-scale consortium consisting of growers, technology providers and
domain experts to bring recent technological advances to commercial application.

Recent advances in computer vision and robotics have made it clear that scouting - both for
yield prediction and crop protection purposes - and harvesting are ripe for automation. A
large number of research institutes and companies are addressing these challenges.

For instance, Manchester University is working on a variety of advanced scouting
technologies using electrical impedance tomography and multi-spectral imaging to assess
plants for a variety of factors including infection, nutrients and phenotype analysis (section
Hyper- and multi-spectral imaging). These technologies depend on Al, and will advance as
more data is generated and as Al technology improves further from that data. They have
spun out a company, Fotenix (www.fotenix.tech) to commercialise this technology.

There are other companies working in this area overseas. Root Al uses computer vision to
identify, count and assess the ripeness of fruit (https://root-ai.com/), and provides as well a
robotic harvesting solution for delicate products, such as cherry tomatoes. Naio
Technologies (https://www.naio-technologies.com/en/) and TartanSense
(http://www.tartansense.com/) work in farms to identify and target weeds using computer
vision. Various other harvesting robots are being developed. The Shadow Robot Company
(https://www.shadowrobot.com/) proposes an automated soft fruit picker. Abundant Robotics
(https://www.abundantrobotics.com/) have developed an automated apple harvester, and
Robotics Plus (https://www.roboticsplus.co.nz/) have an automated kiwifruit picker.
Researchers have developed a system that can individually assess the growth stage of basil
plants, allowing for optimised control of conditions in vertical farming (Franchetti, Mkouskos,
Giuliani, Herman, Barnes, & Pirri, 2019). These organisations are representative of the
current development in improvement of automated scouting, this list does not claim to be
exhaustive.

The arrival of automated tools such as these has the potential to provide a wealth of data
suitable for machine learning (section Data Requirement for Machine Learning applications)
that can be in turn used to develop models for predicting pest and disease activity, leading to
a deeper understanding of the factors that drive outbreaks and actions that can be taken to
prevent and contain these events.

Additionally, we suggest structuring further data collection efforts through the Quality Control
(QC) process. Growers bear the labour cost of the QC activity, and care should be taken to
facilitate it. However, collecting data suitable for future ML work, and especially outcome
data consistently, would unlock the potential to develop more effective and advanced ML
models, to improve the efficiency of QC, and to deliver the positive impact of the project
ideas.

This is a case of cold-start problem as described in the Glossary section. Forming a

consortium with the objective of collecting data and developing solutions will mitigate the risk
for each participant, and increase the potential for positive outcome.
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We have started the conversation with a number of parties with the project to form a
consortium. We recommend that this consortium consists of:

1. Growers, that are essential to provide the data that will be used for prediction and will
benefit from the tools being developed. It would be useful to include growers from
different areas, since our interviews confirmed that the prevalence of powdery mildew
can vary greatly across regions and between commercial glasshouses. Further, the
consortium would benefit from growers that cover a variety of different crops, e.g.
peppers, tomatoes and cucumber.

2. Robotics providers, that can provide or develop robotic solutions for crop-scouting.
Different crops may require different solutions, as robots that are suitable for
tomatoes may not apply to densely packed strawberry commercial glasshouses.

3. Automated sensing and scouting organisations. We recommend a partner that
provides a multi- or hyper-spectral images solution as it has demonstrated potential
for disease detection, as well as a partner that provides a connected insect trap to
cover monitoring of pests.

4. A crop protection organisation that will provide the output data (e.g. interventions
outcomes) necessary for building the predictive models, and will be an essential
component of any commercialisation effort for the final systems.

5. Al and ML Expertise for designing the system to capture, store and process the data
that will be generated by this consortium. It will require a company with expertise in
software engineering, data science and advanced ML and Al techniques.

A consortium made of these groups should be able to produce a high quality disease and
pest prediction system to address the challenges faced by growers in the UK and around the
world. Further, the data acquired will also support the development of advanced yield
prediction models, enable improvements in automated harvesting, and position the
consortium parties to take advantage of future advances in automation and Al applications.

Competitor Analysis

Ecoation, Canada

Ecoation (https://www.ecoation.com/) is a Canadian SME, founded in ~2015 to develop and
autonomous agronomy products, notably OKO / IRIS ScoutRobot as well as an automated
commercial glasshouse management platform. This project has some similarities and offers
some (but not all) of the functionality of the aforementioned consortium. The OKO robot
provides a standalone technical system incorporating some of the elements mentioned in
this report, such as the upper canopy machine vision cameras. This initiative validates our
thoughts regarding an automated platform for crop monitoring and data collection.A potential
system could be much bolder and provide more valuable data: a modular systems
integration approach combining a variety of techniques such as imaging root systems. In
addition, an industry metric standardisation (particularly on logging “outcome data”) would be
required to scale machine learning systems.

Ecoation provides useful technical and commercial validation for some aspects of the
consortium concept but more advanced sensing systems could provide a more holistic “roots
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to tips” view of plant health and early disease mitigation strategies.

AgEYE, North Carolina

AgEYE (https://ageyetech.com/) is a product development SME currently seeking
investment to develop an imaging and sensor system that will be added to lighting fixtures
and use Al with the goal of making autonomous determinations on plant health, yield and
quality.

They seem to be relatively early stage and are still seeking investment and partnerships with
lighting module manufacturers.

The system offers a non robotic solution, instead it is a static overhead module with Al
enabled functionality for leaf stress detection and yield prediction.

Netherlands

There is a cluster of activity in autonomous commercial glasshouses in the Netherlands with
many large corporate players participating in the Tencent sponsored Autonomous
commercial glasshouse challenges in 2018 and 2019.

The 2018 competition sought optimisation of profit, yield and sustainability for cucumber
production and involved 5 teams including representation from international academic
groups, Microsoft, Tencent and Intel. Best results relied heavily on expert policy and domain
knowledge, and showed that some improvement and optimisation are achievable on yield,
and water and energy consumption. One team ended up edging out human performance by
a small margin.

The 2019 competition (still running) seeks to produce a cherry tomato crop in 6 months with
optimised yield and production efficiency and includes 21 teams with representatives from
Samsung, NXP, GE, SAF as well as academics and smaller companies.

Current State-of-the-Art (SotA)

The individual component technologies proposed as part of the consortium effectively define
the SotA for robotic agronomy, glasshouse automation and plant imaging.

For example, the SotA for robotics is individual row walking or row changing with installed
rails or similar. The SotA for plant imaging is gross stereo imaging and / or thermography of
crop and fruit canopy and does not include multi / hyper spectral imaging, root imaging, or
pre-symptomatic sensing of pathogens, which could be incorporated into the above
consortium.

Improvements to the SotA
Key improvements to the SotA and benefits to growers arising from this consortium include:

e Integration of component technologies into a complete Al driven system that will
enable much deeper benefits than any of the component technologies alone - this is
the fundamental transformative piece, enabling synergy and fusion between multiple
data streams to power richer predictions from data.

e Data standardisation framework (particularly on the collection of outcome data)
enabling growers to unlock the predictive power from their data using autonomous
Machine Learning and Al models.

e Highly repeatable and sensitive temporal, spatial and spectral optical imaging
assembly to give growers quantified data, on-the-fly, of the specific sources of abiotic
and/or biotic crop stresses and create a richer picture of individual plant progress and
health.
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Themes

The ideas that were assessed fell into the following broad themes:
e Scouting and data collection, including technologies for monitoring, inspection, and
tool for crop-walking,
Crop Protection, including disease and pest activity prediction,
Value chain optimisation,
Automated sensor-drift detection

The analysis for each theme is developed in this order below.
Then, the additional ideas that were discarded following the feasibility analysis are also
listed.

Scouting and data collection

Scouting is the regular search in a commercial glasshouse for signs of pests, disease, and
the assessment of harvest volume and quality - using techniques such as flower counting.
Scouting done for specific goals, such as the detection of pest and disease outbreaks can
supply data matching the requirements for Machine Learning. This data would enable further
research and development of ML solutions while providing tangible short-term benefits to
growers.

Improved crop scouting

We suggest that advanced crop scouting systems will produce better long-term data and
provide immediate benefits to growers who need to assess harvests and prevent outbreaks.

Advances in a number of technologies, such as Hyper- and Multi-Spectral Imaging (HMSI)
(Knauer, Matros, Petrovic, Zanker, Scott, & Seiffert, 2017; Chatziavgerinos, AlSuwaidi,
Hibbert, Bernotas, Smith, Yin, Rolfe, & Grieve, 2019) and Electrical Impedance Tomography
(EIT) will soon allow growers unprecedented insights into the state of their crop.

This technology already has the ability to improve the efficiency of crop-walking, yield
prediction and nutrient checking. Combined with a large-scale data collection effort these
crop-scouting systems have enormous potential.

Hyper- and multi-spectral imaging

Traditional cameras have sensors designed to detect visible light between 400nm (blue) and
740nm (red). Hyper- and multi-spectral imaging refers to cameras with a larger sensitivity
divided into many finer frequency bands.

The distinguishing factor between multi-spectral and hyper-spectral imaging is the number of
bands the spectrum is divided into. This influences the sensitivity of the sensors and the
information that can be collected. For example, the SPECIM FX10 hyper-spectral camera
has a range of 400nm to 1000nm, divided into 224 separate bands (“Specim,” 2019). A
multi-spectral camera, such as that used by Fotenix, may divide a similar spectrum into only
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36 bands (Veys, et al. 2019). In either case, the level of precision is significantly higher than
that offered by conventional cameras.

The precise and accurate nature of this information has been shown to allow detection at an
early stage of a number of plant diseases (Lowe, Harrison, & French, 2017; Knauer, et al.,
2017; Polder, Blok, de Villiers, van der Wolf, & Kamp, 2019; Veys et al. 2019),

However according to a recent survey of work in the area:

There are currently very few complete studies applying
deep learning to hyperspectral data, though this is an
active research area. There are several challenges that
need to be addressed in order to use hyperspectral data
for deep learning. The size of the hyperspectral data
including the amount of wavelengths would require a lot of
processing time and power it would ideally require a
graphics processing unit. The amount of hyperspectral
wavelengths would most likely include noise from specific
wavelengths. Also there needs to be a sufficient amount
of data for the training/testing process along with labelled
data. There is also the possibility that the error will be
higher than alternative approaches.

(Lowe et al. 2017, p6)

Although this is based on the state of the art in 2017, even now there is still a vast amount of
research in this area to carry out.

Dr Bruce Grieve, from the University of Manchester, is carrying out research using a HSMI to
study the real-time metabolic activity of a plant. This is similar in principle to using a camera
to monitor blood pressure and heart rate of a person. The technology can also be used to
build 3D models of a plant, and detect diseases without needing to flatten leaves manually.
Other potential uses for HMSI are in the estimation of qualitative aspects of fruit, such as
ripeness, sweetness and acidity.

Research in this area is providing promising results, and early prototypes are being tested.
However, there is still considerable work to be done before commercial products are widely
available in the protected cropping industry.

Student reports commissioned by AHDB, and relevant to the effectiveness of multi- and
hyper- spectral imagery techniques for stress and disease in plants, have been analysed
and the key conclusions considered for future work proposal. In CP060a (Rajpoot, Raza,
Clarkson, 2014) a preliminary statistical analysis was conducted for early stage detection of
powdery mildew on tomato plants. The study was conducted on 71 plants, of which 54 were
diseased and 17 were healthy. Support Vector Machines (SVMs) - a machine learning
technique - was deployed to categorise the plant disease based on a combination of
biologically motivated features and visual image (pixel) features (since leaves with powdery
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mildew turn yellow). The conclusion was that visual imagery alone is insufficient to classify
the disease at a stage early enough to enable prevention of the diseases spread. The
models have high variation and low accuracy (i.e. accuracy depended a lot on the cases and
was insufficient).

Another study, SF144 (French, Harrison, Lowe, 2018), investigated the early detection of
stress in strawberry plants using hyperspectral imagery. The study notes that the data
capacity required for hyperspectral imagery is very large indeed, around 1GB / plant, which
might limit its capability to be deployed at scale. In addition, hyperspectral image models are
very sensitive to the specific reflectance and obscurance of leaves in the image, even under
controlled laboratory conditions, highlighting a blocker of this technology when extended to
real world grower scenarios.

It was concluded that an appropriate middle ground for early detection techniques would be
multispectral imagery; capable of detecting more complex underlying early disease
predictors than visual imagery alone, but not as sensitive to conditions and more data
efficient (i.e. needing less data to obtain similar performance) than hyperspectral imagery.

Electrical Impedance Tomography

Although cameras work well for canopy scouting, diseases like clubroot affect root systems
and are difficult to detect from visual observation. Electrical Impedance Tomography (EIT) is
a technique to observe beneath the soil and build models of root systems that allow growers
to scout for diseases and even to monitor nutrient uptake (Corona-Lopez, Sommer, Rolfe,
Podd, & Grieve, 2019)

Similarly to HMSI, EIT is enabled by advances in Al, and as more data is accumulated, the
power and applicability of this technology will increase.

Plant Phenotyping

Modern techniques are being developed to automatically assess the growth of individual
plants (Franchetti, et al. 2019; Corona-Lopez, et al. 2019). For instance, growers can
improve their outputs by identifying drought-resistant plants for further propagation.
Additionally, protected cropping situations would allow growers to group plants by growth
stage - those that are slow to move to the next stage of growth could be moved to a single
section of the commercial glasshouse, enabling the grower to advance the rest of the crop to
later stages of growth and adapt care accordingly.

Technical feasibility for Improved crop scouting: 5

Both EIT and HMSI are active research areas that are nearing commercial deployment.
They are ideal candidates for assistance to improve their performance in production
environments.

Commercial application would require moving sensors around the commercial glasshouse,
the complexity of which would depend on the nature of the architecture of the individual
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building. For well-spaced crops, wheeled vehicles are appropriate. For more densely packed
crops, such as strawberry benches suspended on wires to increase density, other
approaches will need to be developed. There are a number of approaches for deploying
robots in confined areas (Maxon Group, 2019; Flyability, 2019; Skypersonic, 2019) and it is
possible that some will be appropriate for commercial glasshouses. However, even if dense
commercial glasshouses prove to be intractable, there are large portions of the protected
cropping market that are accessible by wheeled systems.

Commercial feasibility for Improved crop scouting: 5

Crop-walking is a task that requires expert understanding of the diseases that affect plants,
and is also extremely time consuming. The vast number of plants in a commercial growing

enterprise make it an expensive and labour intensive process. In interviews with growers, it
was found that large enterprises may employ a number of full-time crop-walkers.

Automated scouting techniques would improve the efficiency and quality of their work.

It would add more scouting capabilities. A single scouting operation could perform many
tasks simultaneously, for example counting and grading the predicted yield of a harvest
while carrying out disease detection.

In addition to the immediate benefits provided by improved scouting, the large amounts of
high-quality data produced will enable advances using ML with earlier detection of disease
and in plant phenotyping.

Improved tools for more efficient human crop-walking

Crop-walking data tends to be irregular. A significant reason for the lack of consistency in
crop-walking data is the absence of a compelling product for recording detailed information.
In some cases, it also lacks sufficient granularity for being usable with ML.

According to Fargro, many crop-walkers use a grading scale of 1-3 to determine whether a
particular pest is:

1. Absent
2. Present, but mild
3. Severe

Nuances, including the progression of infection, symptoms displayed, precise location and
the number of plants affected are lost. These grades are recorded in spreadsheets, with a
format that may also be unique to the individual crop-walker, and therefore hard to
generalise for Machine Learning.

We suggest a platform that is designed to collect, visualise and store data that meets
requirements for Machine Learning, while simultaneously reducing the workload for

crop-walkers to record and collect this data.

We believe that a mobile application could be sufficient to allow a major advance in
crop-walking.
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We suggest the following features for this mobile application:

1. QR code scanning for location

2. Image capture for long term consistency

3. A simple and user-friendly interface for entry of key data

4. Data insights visualisations based on up-to-date research to allow growers to benefit
immediately from the new data collected

5. A cloud-based storage system to store data, including relevant data from
environmental monitoring systems

6. A carefully designed data format to facilitate use for ML applications

Technical Feasibility: 5

There are a number of companies that provide tools for collection of data in the field. Zaptic
(https://www.zaptic.com/) provide tools to record incidents on manufacturing lines. In the
horticultural field, Fargro already provide a crop-protection data entry site. FarmLogs
(https://farmlogs.com/) provide a system for tracking and managing outdoor farms.

However, there are limitations to the data Fargro can collect, as it was found that growers
are still maintaining spreadsheet-based crop protection systems, and putting the information
into the Fargro tool is seen as additional work.

The lack of precise location data is another deficiency of the current systems in place. QR
codes and a simple QR code scanner could be a solution to tag the data collected about
pests and diseases in a commercial glasshouse with accurate location information.

This idea for a data generation tool is technically feasible as it is based on existing tools and
technologies.

Commercial Viability: 5

Based on our interview with Fargro [Interview 2], one can be confident that a usable
crop-walking tool that would provide growers with timely and appropriate information would
quickly gain widespread acceptance.

As well as immediate improvements in crop-walking efficiency, the collection of structured
and consistent data allowing for advanced analysis techniques and further benefits for
growers, would provide a strong incentive to adopt the tool.

Crop Protection

Crop protection comprises the detection and management of diseases and pests. The
potential of ML for disease and pest activity prediction was assessed. It was found that ML
solutions are feasible provided adequate data is available. However, the current data
collection and management practices do not support the development of ML solutions.

Powdery Mildew Outbreak prediction from crop-walking data

It was hoped at the outset of this project that the existing crop-walking records held by
growers, combined with the detailed information from environmental control and monitoring
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systems like Priva, Hoogendoorn and 30MHz would allow us to build Machine Learning
models to predict Powdery Mildew outbreaks, as a proof of concept for ML technology.

However, current data is not suitable for developing ML prediction models. Most critically,
the lack of output data does not allow us to start with a prototype. Future data collection
efforts, such as those described in section Scouting and data collection will make this idea
feasible.

Technical Feasibility

Data Feasibility and Quality: O (For current data). 4 (Given future collection)

Unfortunately, over the course of this study it became apparent that the complexity of the
problem combined with the lack of standard recording frameworks meant that this is not
feasible given current data. However, the improved scouting systems described above would
provide sufficient data to allow the development of effective models in future, provided that
appropriate data is stored for future analysis.

Many factors contribute to disease outbreaks. One can measure disease presence and
severity, weather conditions (external and internal), red-band reflectance, leaf wetness and
time of year (Zhang, Ruiliang, Yuan, Wenjiang, Nie, & Yang, 2014). However, other factors
such as the presence of hyperparasites are often not recorded, but cause a great degree of
variability in the accuracy of models [Interview 2]

Further, crop-walkers are only able to record when symptoms appear. The time between
infection and symptoms can vary greatly [Interview 2], meaning that it is difficult to determine
the causal factors. This difficulty can be surmounted with sufficient data, however the quality
and quantity of data available, is unlikely to be sufficient.

Disease prediction does not appear to transfer well between commercial glasshouses or
over time. According to Fargro, different years with similar conditions can have very different
behaviours - for instance, a parasite may contract a hyper-parasite in a given year,
dramatically reducing its growth. One would need to train a model on a per-commercial
glasshouse basis - this is possible, however learning these is likely to take several years of
data. Combined with the poor quality of the data, this makes generating a model from
existing data a challenging task.

Model maturity and feasibility: 5

Assuming that sufficient data were available (or generated by the projects described in
section Scouting and data collection, developing an improved model is feasible.

Prediction models for outdoor farming have achieved 78% accuracy in predicting infection
for wheat (Zhang et al. 2014), 82% in sugar beet (Asher & Williams, 1991), reduced
viticulture fungicide deployment by up to 75% (Caffi, et al. 2012) and reduced fungicide use
in protected strawberries. However, interviews with Fargro have suggested that these results
have had a limited ability to generalise to the wider market.
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Given the climatic consistency of protected cropping and the wealth of information provided
by the environmental measuring systems such as Priva and Hoogendoorn, it is reasonable

to expect that given accurate outcome data it should be possible to predict outbreaks with a
far higher degree of accuracy.

One approach is the use of transfer learning and fine-tuning (section Glossary). By learning
a generalised model on data from a large number of commercial glasshouses over a number
of years, it should be possible to fine-tune the model by using a limited retraining to work for
a single commercial glasshouse.

Given that new data generation techniques (e.g. the suggestions in sections Scouting and
data collection) were implemented and available from a sufficiently large number of sources,
it is entirely possible that a preliminary predictive model could be developed in as little as a
single growing season. The initial system would be extremely limited due to the lack of
historical data, but it could be improved continuously as more data is collected. A model
performing consistently may take a number of years, depending on the variability found
during recording.

Commercial Feasibility: 4

Powdery Mildew can have disastrous effects on a large variety of crops, including grapes,
strawberries, peppers, cucumbers, tomatoes and - to a lesser extent - ornamentals.

Powdery mildew can impact 20-70% of a strawberry crop, causing a potential impact of £60
Million (assuming 20% of the national crop is lost) on strawberry production alone (Hall, et al.
2017).

Growers stated in the first interview that with powdery mildew, they tend to act immediately.
Considerable research has been performed on powdery mildew in a number of crops (Zhang
et al. 2014; Asher & Williams, 1991; Caffi, Legier, Rossi, & Bugiani, 2012; Raffle, 2013; Hall,
Jin, & Dodgson, 2017; Conner, Kyzyk, & Su, 2003) However, tomato growers said that while
powdery mildew is a problem for growers, it is not a severe one for them [Interview 7]. They
stated that as long as the photosynthetic capability of the plants is not severely impacted
they are willing to tolerate a low level of infection. More research is needed to confirm the
exact perception of the severity amongst growers.

Accurate and early prediction would produce a major advance in treatment of powdery
mildew. It is currently treated with a combination of biopesticides and chemical spraying.
However, the use of chemical pesticides is subject to increasing environmental regulations,
and diseases like powdery mildew develop resistance to fungicides which is another driver to
move away from conventional products.

Biopesticides are being encouraged as a replacement for traditional pesticides, however
Fargro stated that they are most effective when infection is presymptomatic and applied
during the most effective window of time. This means that crop-walking as it is done currently
is insufficient since crop-walker can only detect the disease once symptoms are visible. In
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addition, biopesticides are far more expensive than traditional pesticides, incentivising
growers to use biopesticides rarely.

Predicting high-risk periods would enable the effective use of biopesticides at times when
they were most likely to be successful, saving growers money and time [Interview 2].

Further gain would result from the reduction in incidences of significant crop damage and the
reduced need for applications of chemical spraying.

Further, a method for deriving risk factors from environmental data and crop-walking data
could then be applied to other pests and diseases, potentially improving all crop protection
dramatically. This could be implemented in an automated, predictive manner that allows 24/7
monitoring of the glasshouse.

Pest activity prediction from crop-walking data

A second crop protection idea that was examined in detail was the prediction of pest activity.
The problem is similar to the prediction of powdery mildew (see section Powdery Mildew
Outbreak prediction from crop-walking data), and likewise, it is dependent on the future
collection of improved data, in particular outcome data, to become feasible.

Technical Feasibility

Data feasibility: O (Current). 5 (Future).

Our study revealed that the complexity of the problem combined with the lack of standard
recording frameworks meant that this is not feasible given current data.

As with powdery mildew, current measurement is dependent on crop-walking and the use of
sticky traps. Data is stored in proprietary formats and the evaluation of output is somewhat
subjective. Given the development of automated and connected sticky traps [Interview 1] it is
likely that there will soon be a large body of standardised data available to growers, solving
the current problem.

Note that there is some debate about the adoption of connected sticky traps. Fargro stated
that they have spoken to people who have trialled the product, but have never actually seen
one deployed in the field.

Model maturity and feasibility: 5

As for the prediction of powdery mildew outbreaks, the development of ML models for the
prediction if pest activity is feasible, and it is reasonable to expect a higher degree of
accuracy, provided that sufficient data is collected over a large number of glasshouses.

Value chain optimisation

By building a consortium covering the whole value chain, data sharing could reduce waste
and improve sales, lowering costs for growers.

Yield prediction is an element of the value chain that can be improved upon.
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Growers already use various techniques such as flower counting to predict yields. However,
current techniques can be out by up to 15% (Chen, et al., 2019). Accurate yield forecasts are
an essential tool for logistics and sales purposes.

Logistically, accurate yield forecasts enable optimal allocation of labour, equipment, packing
and transportation (Chen, Lee, Gan, Peres, Fraisse, Zhang & He, 2019). Commercially, the
information received [Interview 1] was that the commercial model penalises growers for
failing to deliver a contracted quantity. This means that growers are incentivised to
underestimate yield, but that there is an amount of waste as a consequence.

Yield prediction is an active area of research in many farming disciplines (Chen et al., 2019;
MacKenzie & Chandler, 2009; Kerfs, Eagan & Liu, 2017). Various techniques include flower
counting and temperature data and automated systems are being developed to implement
them (Chen et al., 2019; Interview 1]. Given the wealth of data available from environmental
control systems, it should be possible to build a more complete model that had the potential
to forecast yield more accurately. This will require a large number of growers to collect data
in a standardised format.

Demand prediction is another area of variability that can be improved [Interview 1]. Paired

with yield prediction, it has the potential to further optimisation of resources allocation and

reduce waste. Collecting and sharing data on the demand could improve greatly prediction
accuracy and help all growers to reduce costs further.

The WRAP project (Sheane, et al. 2017) has studied the impact of demand on food waste
and found that 19% of the UK lettuce crop in 2019 was not harvested. Growers claimed that
improved prediction techniques would have a significant impact on this problem (Sheane,
McCosker & Lillywhite, 2017).

Technical Feasibility: 0 (Current), 4 (Future)

Research has demonstrated a significant potential for waste reduction. This project depends
on collating production and waste data, as well as supply and demand data for the industry.
This data is not currently shared. However, assuming that commercial challenges can be

overcome, there is no reason that significant improvements to efficiency could not be made.

Commercial Feasibility: 2

The idea explored for optimising the value chain has the potential to yield important
economical benefits across the chain, and primarily for growers.

Crops yield prediction would require a consortium of growers as in the case of crop
protection to collect the necessary data over time.

To collect the data required for demand prediction, it will be necessary to include all retailers
in the consortium along with the growers [Interview 6]. Arranging such a consortium will be a
significant undertaking, and is most likely to succeed after completion of the data collection
and crop protection projects described in section Scouting and data collection.

As such, we recommend that this hypothesis be revisited in the future.

23



Automated sensor-drift detection

During the course of our initial interviews, it was communicated that inefficiencies and
energy waste in commercial glasshouses could be caused by drifting measure from faulty
sensors.However, the extent of this problem could not be confirmed.

Sensor drift occurs when a sensor deviates from its previous calibration. In terms of
accuracy described in section Accuracy and Precision of Measures, this means that the
measures of sensors are precise, but no longer accurate. Wet bulb humidity sensors are
particularly vulnerable to this problem, as they tend to dry out over time and are affected by
airborne pollutants or gases.

Sensor drift may cause excessive venting of the commercial glasshouse in response,
wasting CO2 and energy. According to our initial interview with growers, the costs
associated with energy waste could add up to thousands of pounds annually.

We suggest the possibility to monitor the conditions in commercial glasshouses in relation to
the environment conditions and the energy consumption.

Technical feasibility

Data feasibility 3

The data to support this research is already collected by growers using environmental
monitoring and control systems such as Priva or Hoogendoorn. There may be a need for
some supplementary data in addition to data collected in the glasshouses, such as gas
consumption or external weather conditions from nearby weather stations, to act as a source
of truth for comparison.

Further, one would need to know the periods when sensors were calibrated so that periods
of drift (just before calibration) could be inferred by comparison to well-calibrated reference
periods.

The sensor-drift problem could be further monitored over time with a regular control of the
condition through using reference sensors.

Model maturity 3

The proposal is to use classical and ML techniques adapted to time series forecasting. A
second option is to try anomaly detection algorithms on the data. It is difficult to know exactly
what technique would yield the best results for each type of sensor. In all cases, this idea is
entirely dependent on the possibility to identify periods where the sensors were
well-calibrated.

24



Commercial feasibility : 3

Mark Chivers from Cambridge HOK pointed out that if growers were truly concerned about
such costs, they could simply install backup sensors to look for drift. The fact that they do not
take this simple remedial action at this point leads us to question the severity of the problem.
Without more information on the actual perceived cost of sensor-drift or on the procedures
actually followed by the growers to calibrate and maintain each type of sensor, , it is difficult
to form an objective judgement on the commercial feasibility of this idea. As such, this
hypothesis could not be fully proved or rejected.

However, in the more general context of data collection and analysis, it is of the essence that
the issue of sensor calibration and quality of data acquired is addressed. The quality and
performance of the ML models that will be developed depends on this. Likewise, any project
of automation of commercial glasshouses with Al will depend on a robust management of
sensors.

Disqualified Ideas

This section presents the ideas that were evaluated but not selected as a focus, along with
a brief summary of the reasoning behind the decision.

Plant-Level reinforcement learning commercial glasshouse control

There have been attempts to use Al to optimise commercial glasshouse control, especially in
vertical farming (Patel, 2019). In 2018, Microsoft hosted a challenge to demonstrate that Al
could outperform growers in efficiency (Hemming, 2018).

Unfortunately, this kind of “Smart Horticulture” (https://ahdb.org.uk/smarthort) is probably
some distance from technical feasibility. It would require improved monitoring of individual
plants and of conditions at a level far beyond what is practiced today.

There has been research on monitoring the growth rates of individual plants (Franchetti, et
al., 2019; Corona-Lopez, et al., 2019), and the rise of low-cost connected sensors such as
30MHZ will increase the richness of data. However, scaling these solutions to the vast size
of a commercial commercial glasshouse and the variety of plants grown in those places this
far beyond the reach of current technology.

Computer-vision based counting and grading

It was hypothesised that the use of computer vision techniques could allow for improved
counting and grading of crops in packaging. However, this is a well-studied problem, and a
number of large companies are already commercialising such solutions.

Robotics plus (https://www.roboticsplus.co.nz/) have a robotic apple packer that is twice as
fast as a human packer, and even rotates the apples for optimum presentation.

Amazon Fresh has used computer vision to help human operators grade and sort fruit
(https://lyoutu.be/BI3XzBWpZbY).
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Given the advanced stages of these systems, it does not appear to be a likely area where
additive significant gains can be made.

Energy optimisation

This is a key area for improving the efficiency of commercial glasshouses, however it is also
well understood and well studied. Priva and Hoogendoorn have large research budgets
dedicated to competing in this area, and universities like WUR are analysing the efficiency of
vertical farming compared to traditional methods.

Improving energy efficiency will require access to large volumes of data, the ability to
experiment and significant domain knowledge.

Given the active state of research and development in this area, and the healthy interest
from market incumbents, it was not believed that a significant additive value could be
obtained in this area.

Smart pest pressure monitors

Based on conversations with 30MHz at Horticulture 4.0, held in Chichester in 2018, it was
believed that advances could be made in smart pest pressure monitoring systems. The idea
was that a computer vision system could monitor and classify insects automatically, storing
that information in a central database for improved forecasting and more efficient crop
protection.

In our initial interview, growers stated that they knew that smart pest pressure monitoring
solutions were becoming available. They did not see it as an area for exploration.

Conversely, in an interview with Fargro, it was found that while they knew of companies that
had trialled connected sticky traps, they were unaware of any commercial deployments.

Given this discrepancy, a literature review was conducted and at least three companies were
found that have made significant strides in this area.

TRAPVIEW (https://www.trapview.com/v2/en/), based in Slovenia, have deployed thousands
of traps across southern Europe. They specialise in detecting the cotton bollworm - a pest
that causes US$5 billion in damage each year (Schrimpf, 2017).

Semios (https://semios.com/ipm/) are a Canadian company that produces automated sticky
traps for a number of common pests. They have deployed 150,000 sensors over 35,000
acres.

Spensa Technologies
(https://www.dtn.com/agriculture/agribusiness/dtn-agronomic-platform/) provides another
brand of automated sticky trap. The intention is to use the data provided to predict pest
behaviour over wide areas. They were acquired for an undisclosed sum in 2017 by DTN.
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Recent work has not focused on whether sticky traps are effective, but rather whether they
can be made to work effectively at a global scale (Poamitis, Eliopoulos, & Rigakis, 2017).

This is far from an exhaustive exploration of providers and advances in this area. However,
given the large amount of investment already made and the active market, it was not
deemed commercially viable to pursue this idea.

Wastage monitoring and segmentation

Prior to the initial conversations with growers, it was hypothesised that the types of waste
that growers produced could be analysed, and the analytics used to help them improve
efficiency.

In our initial conversation with growers it became clear that the causes of waste are often a
mix of commercial and practical factors that are not well-defined. It is currently a problem to
match the production times with the fluctuation of the demand. When demand is not meeting
the supply, growers struggle to sell the production on time, and the possibility to balance the
problem by holding stocks is limited as the quality goes down and rejections go up as a
consequence.

Work is being done by the WRAP project (Sheane, et al. 2017) to assess wastage in other
fields, so repeating this work is unlikely to be commercially feasible.

Conclusions

In the course of this study, we found that there are many areas where Al is considered or
being introduced to benefit the protected cropping industry. However, many of these areas
are at a low level of readiness for deployment and commercial applications are some time
away.

Through the information gathered from growers, domain experts, technology providers,
researchers, and the subsequent analysis, this feasibility study has enabled the identification
of promising opportunities for the use of Al, current limitations and has underpinned the
development of a significantly larger project that will support the collaboration of all the
stakeholders.

We suggest an ambitious project and the formation of a consortium that will help to improve
the feasibility and commercial potential of Al applications in the industry, while
simultaneously providing the datasets needed to train ML models. The main applications of
Al that we propose to focus on for this project are the early prediction of pest activity and
disease outbreaks, the forecasting of yields, and optimisation of the industry value chain.
The fact that, in spite of protective NDAs in place it was not possible to obtain output data
from growers from the concern that this data could fall into competitors’ hands, support that
such a consortium would have to establish data governance principles before any progress
can be done.

This project would have the capacity to greatly increase yield, reduce waste and
environmental impact, and improve the efficiency of the protected cropping industry.
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Glossary

In this section, key concepts are defined for data acquisition, Al and Machine Learning to aid
the discussion in the context of this report.

Detection and Segmentation

Detection is the task of locating and classifying an object in an image. The output of this task
is typically a bounding box around the object as well as a categorisation, that is generated by
the ML model, as shown in figure 1.

Object segmentation is a more complex task in which the ML model predicts the location of
objects in an image pixel-wise, as shown in figure 1.
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Fig. 1. A. Original image, b. Object Detection output, c. Segmentation output

Cold start problem

Machine Learning techniques imposes requirements on the datasets to be effective (more
details in the “Data requirements for Machine Learning” section). Organising and setting up
the collection of data has a cost, and only organisations convinced of the value and able to
justify the expenses will do it. This is the cold start problem. Without an application for the
data that provides ongoing value, there is no data available to do the analysis required and
to develop ML models to solve a problem. This creates a “chicken-and-egg” type problem
when considering solving a problem with ML.

The viability of many Al companies is defined by whether they can overcome the cold start
problem. There are two common approaches - one is to take a risk on the cost of data
collection until an early solution can be provided. The second is to provide a secondary
value stream that generates data suitable for ML as a byproduct. Customers can use the
interim product, while the Al company accumulates data over-time to solve other problems
using ML.

28



The cold start problem affects, for instance, recommender systems. These systems provide
recommendations about products one may like, based on the products one have already
purchased. Examples are Netflix's movie recommendation system and Amazon’s product
recommendation system. For these to work, ML engineers must have a record as large as
possible of the purchasing activity of consumers. If one were creating a new marketplace,
one would have to function without a recommender system until such time as a sufficient
amount of data was collected.

Growers lack the data required to implement ML solutions for some of the ideas discussed
below. Where this is the case, the ability to overcome the cold start problem was assessed,
instead of assessing the current available data.

Data Requirement for Machine Learning applications

Machine Learning is based on a statistical framework, and requires high quality and quantity
of data. Collecting data is not necessarily sufficient to guarantee that it is suitable for
analysis, which requires the collection of input and outcome data in formats that are can be
processed numerically. Meeting these requirements is essential for a viable data analysis
project.

Input data designates information about conditions that can affect a system. In the case of
commercial glasshouses, this includes environmental conditions (e.g. temperature, CO2
levels), interventions (e.g. irrigation, crop spraying activities), and nutrient levels.

Outcome data designates any information about the effects of these conditions on the
system. In the case of commercial glasshouses, these would include growth, yield, pest
pressure and disease outbreaks.

Input and outcome data can overlap. For instance, the temperature inside the commercial
glasshouse is both an input when considering the growth rate of crops, and a result of
external weather conditions, and heating and venting settings. Thus, the determination of
whether data is input or output depends on the analysis to be performed.

Additionally the data should reflect the full variability of the problem space to be more
informative. For growers, this would mean for instance having many datasets that reflects all
the possible outcomes of a pest outbreak across all seasons. This way the ML model can
learn how the inputs, or conditions, influence pest outbreaks, the output. If one collects data
only under some specific conditions, our system might be biased and would probably not
generalise sufficiently to unseen situations well.

Therefore, data acquisition needs a strategy about what type of data, how much of it, and

how it should be collected. Unsurprisingly, a large part of a data scientist’s activity is to
review, clean and prepare data, to ensure that it meets these requirements.
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Accuracy and Precision of Measures

Accuracy refers to how close the values measured reflects the actual conditions being
recorded; high accuracy means that the data is a close match to the real world value.
Precision refers to the closeness of two measurements to each other; good precision means
that the data is consistent. The concepts of accuracy and precision are represented in Figure

Y-

Low accuracy, low precision Low accuracy, high precision
High accuracy, low precision High accuracy, high precision

Fig. 2. Concepts of Accuracy and Precision

The data scientist must understand how well the measurements reflect reality. It will inform
about the potential performance of models, as the models can only be as good as the
information that is used.

Consistency

Data consistency refers to both what is measured and how that data is measured and
recorded. Consistency is essential as basically ML models are trained to find heuristics from
patterns existing in the datasets. Providing inconsistent data would lead to inconsistent
results and add no value for the growers.

Differences in what is measured and how it is measured can arise from a number of sources.
Ensuring that the same type of data is acquired within a commercial glasshouse and across
the different growers facilities requires a common strategy for data acquisition.

In the case of crop-walking, for instance, the determination of the severity of a disease
outbreak can be a subjective evaluation, based on the qualitative assessment of an
individual crop-walker. Insufficient clarity and granularity in the criteria means that different
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crop-walkers assessing the same commercial glasshouse may produce different results.
This problem gets more pronounced between growers and facilities.

The information that is recorded by these crop-walkers can also differ. One may record the
exact distribution of an outbreak, while another may only record the corresponding section of
the commercial glasshouse.

Differences in how data is recorded can come from the technical solution implemented.
Different versions of data management softwares could mean some differences in the
formatting or values recorded. This risk is mitigated as generally commercial products look to
standardise the data collection routine as much as possible, so that applications built using
their data remains compatible, even if the software itself is updated to a new version. The
compatibility of the solutions implemented can be assessed.

Ensuring that the same type of data is acquired within a commercial glasshouse and across
the different growers facilities requires a common strategy for data acquisition.

If one wishes to build Al solutions based-upon the data collected and that can bring value to
all growers, then we need to set common data governance principles must be set within a
consortium and this data collection and recording process have to be standardised as much
as possible.

Quantity

Statistics and Machine Learning are about the study of data. It comes to no surprise that the
quantity of data available is a key characteristic of a dataset. How much data is available is
one of the defining characteristics for choosing what technique can be applied and what
problems can potentially be solved.

In the context of machine learning, the amount of data that is needed depends both on the
complexity of the problem, i.e. the unknown underlying function that best relates the input to
the output, and on the complexity of the algorithm chosen, i.e. the algorithm used to
inductively learn the underlying mapping function from the data. Before starting any Machine
Learning activity, it is therefore essential to analyse the data available and estimate the data
that could be obtained during the project. It is also necessary to clearly define the nature of
the problem.

There is no definitive rule about how much data is needed, however there are some heuristic
methods available that allow one to estimate a suitable sample size. In the case of a
classification problem for instance, one would consider factors such as the number of
classes in the problem, the number of features per sample and the number of model
parameters, and evaluate how much data points would be needed based on the combination
of these three criteria.

This means that for each additional category or feature that is considered, i.e. for each new
dimension to the problem space, more data would be needed. ML problems can have a
high-dimensional feature space with each feature having a range of possible values, and
typically an enormous amount of training data is required to ensure that there are several
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samples with each combination of values. In order to obtain a statistically sound and reliable
result, the amount of data needed to support the result often grows exponentially with the
dimensionality. This is referred to as the curse of dimensionality.

There is no agreed quantity that constitutes “enough” data, however some datasets have to
be very large. In the case of image classification, the release of ImageNet (Deng, Dong,
Socher, Li, Li, & Fei-Fei, 2009), a collection of images showing different categories of objects
and containing originally about 1.5 million images has enabled the development of many
state of the art computer vision applications previously out of reach. Today this dataset
comprises over 14 million images, from over 2000 object classes and still underpin many
computer vision applications.

A method to benefit from ML models trained on large datasets and reducing the volume of
data needed to solve a specific task is described in Transfer learning and fine tuning.

In general, the quantity of data required for a specific problem can only be estimated once
the nature of the problem has been clearly defined, some preliminary analysis has been
done and the ML method that will be applied selected.

Different problems can typically occur depending how much data is available.

If the quantity of data is insufficient for a specific problem, a ML model may simply not be
able to learn relevant patterns from the data and won’t be able to make useful predictions for
future situations. A complex ML model, such as a Deep Neural Network, which is a
reasonable choice to solve complex problems, will end up overfitting a small dataset. This
means that the model will have learned to do predictions with very high accuracy on this
specific dataset. In that case again because the data set was insufficient, the model won’t
learn relevant patterns and it won’t be able to make useful predictions on future data or
situations.

Last, with a dataset that is not reflective of sufficiently large variety of situations for the
problem, a ML model will end up being biased toward a particular set of situations and may
not be able to make useful predictions on future data or situations.

To increase the complexity of judging quantity of data, it is not enough to simply consider the
number of data points, it is necessary to consider what they represent. For instance, if one is
trying to find the cause of a disease outbreak and look at historical data, then one may
consider the measurements of environmental factors for the last 10 days. If measures are
recorded every five minutes, this would be almost 3,000 rows, nevertheless one may prefer
to consider it as a single data point per day or for the whole period.

Similarly, an environmental monitoring system with records updated every minute would
provide more than half a million entries over a year. This data would be very helpful for
finding problems that happen within a year and vary by season. However, for problems that
vary between years (e.g. a disease that is more common in years with high summer rainfall)
a system that recorded conditions less frequently over a 10 year period, would be far more
representative and useful to solve the problem.
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Transfer learning and fine tuning

Training complex Deep Learning Model to solve complex problems requires very large
dataset and many training iterations that can take days or weeks. For instance, one training
cycle for an image recognition system for the ImageNet challenge (He, Zhang, Ren & Sun,
2016) took 13 days and cost more than US$2,000 for compute resources. Given that
developing a model achieving the desired level of performance requires multiple training
cycles, this can be an expensive and time-consuming endeavour.

Fortunately, it is not always necessary to develop and retrain a new model from scratch. This
is particularly important when prototyping and to keep a much lower cost.

Transfer learning is a powerful method where, instead of retraining completely a model for
each new task one wishes to solve, one can reuse a model pre-trained on a similar task and
then fine-tune it on your new task, without needing as much time or data. In the popular case
of image classification, it can mean using a few thousand images rather than millions of
them to train a model to recognise a specific category of objects with sufficient performance.
It is not unlike the case of a student athlete that plays cricket and softball, and wants to play
baseball. He has trained certain underlying skills, such as hand-eye coordination and swing
mechanics, and will be able to apply skills he already has to learn the new sport quickly.
However, if asked to play a completely different sport (e.g. swimming) he would not benefit
because there are fewer transferable skills.

The canonical example is models trained on the ImageNet dataset. The prestigious
ImageNet challenge (http://www.image-net.org/challenges/LSVRC/) tasks researchers with
recognising objects from about 14 million images over 2,000 different categories. It attracts
the world’s largest research universities and corporations, including Google and Facebook.
The fully trained models are then released publicly and freely available, to allow them to be
run by others. If one was to decide to build a ML classifier to identify a specific type of crop
on images, by using a pre-trained model, a dataset as small as a few thousands samples
per categories would suffice.

This re-training step is called fine-tuning a model, and the principle of using the capability of
a model in a task to solve a similar specific task is called fransfer learning.

This technique could be applied to the agricultural industry to start solving specific
agricultural problems. One such application could be for instance for crop phenotyping or
disease prediction based on image classification algorithms.

Qualitative Analysis

In absence of data to conduct a data analysis, this report used qualitative analysis to find
areas of interest to growers and the AHDB in general that could benefit from Al.

The goal of a scientific qualitative assessment is to remove the biases of the interviewer

from the interview wherever possible. Total elimination of biases is unlikely, but the goal is to
ask questions in a way that encourages interviewees to answer honestly. This is important
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as interviewees will often sculpt their answers to reflect what they think the interviewer
expects. This is referred to as social desirability bias (Krumpal, 2013) This is not a case of
deliberate dishonesty, but rather a predictable outcome of human behaviour. To avoid this,
questions should be asked as neutrally as possible.

The best method for eliciting answers is found in (Fitzpatrick, 2104). This explains how to
extract information from interviewees without leading them to provide the answers they think
you want to hear. Following the guidelines is, itself, more of an art than a science. The key
techniques are to:

1. Avoid the use of leading questions. If you suspect that powdery mildew is an
important factor for a grower, the obvious question is “How important is powdery
mildew to you?” This leads the interviewee towards a specific answer - telling you
that it's important. A better question is “Tell me about powdery mildew.” This question
allows the interviewee to express their unbiased opinion.

2. Avoid the use of closed questions. Questions that have a yes or no answer are
described as closed questions. Sometimes they are appropriate - particularly as
follow up questions for specific facts (i.e.”How much money does that cost you?”) -
however they are normally better rephrased as open questions - e.g. “What financial
impact does that have?” Open questions allow interviewees to focus on what is most
important to them. This gives higher quality answers.

3. Focus on behaviour. When asked general questions about a procedure, people tend
to give textbook answers - they tend to say what they should do, rather than give
detail on the things they actually do. It is better to focus on actual actions - “What
action do you take when you find powdery mildew?” is better than “What should you
do when you find powdery mildew?” The focus on what they do encourages honest
answers. (Note that an even better approach is to discuss concrete instances “Tell
me about your most recent powdery mildew outbreak”, however, it takes a large
number of interviews or a very narrow topic to generate sufficient information with this
technique, so it was not deemed suitable for this project.)

4. Avoid assumptions wherever possible, particularly about motivations. It is important
to understand why actions are taken. It is easy to assume that you understand the
reasons for a person’s actions, however it is important to note that an expert in a field
will often have a number of choices when confronted with a situation and that you
must understand both the reason they are taking that action and reason they are not
taking other actions that you may not have even realised were possible.

Analysing the results of interviews is a second skill. Detailed notes were taken in all
meetings, but two key interviews (Interview 1 and Interview 2) were recorded and
transcribed nearly verbatim. This transcription allows us to identify themes that were missed
at the time. This deeper understanding is essential for getting a full picture of the problem
area.
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Appendix 1: Assessment scores

Comme
. Technical Feasibility (1 rcial
Project Idea impossible, 5 easy) Feasibil
ity
Proble Current Future Comme
m data data rcial
difficult feasibili feasibili Model JFeasibili
y ty ty Maturity Jty
Improved crop scouting 4 - 5 5 5
Tools for more efficient human crop-walking 5 - 5 - 5
Powdery Mildew outbreak prediction from 5 ] . 5 5
historical crop-walking data
Pest activity prediction from historical A ) c c c
crop-walking data
Automated sensor drift detection 2 2 3 2 3
Disqualified ideas
Plant level reinforcement learning for ] ] 3 )
commercial glasshouse control
Computer-vision based counting and grading 4 4 5 5 1
Energy optimisation 1 - - - -
Improved forward forecasting (weather) 1 1 2 - 2
Smart pest pressure monitors 5 1 5 5 1
Wastage monitoring and segmentation 3 1 3 5 1

Table 2. All project ideas technical and commercial feasibility assessment
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Appendix 2: Description and Analysis of the Datasets retrieved

PRIVA samples of environmental variables were acquired from Colin Frampton at
Summerberry and Jonathan Zwinkels at Madestein (via the 30MHz dashboard). The
Summerberry sample was useful in helping us understand the type of environmental data
growers currently collect, and the 30MHz dashboard provides a useful interface to work with
the large quantities of data growers have collected over several years. However, in both of
these cases, we were unable to acquire any pest/disease information data to pair with these
results, leaving us unable to explore correlations between environmental conditions and
pest/disease outbreaks.

Additionally, we received data on temperature and light conditions at Barfoots, alongside
some CO2 and fuel usages over several years, with plant growth outcome data but no pest
or disease data. At the time, we were trying to explicitly model pests or disease rather than
plant growth. It was unclear immediately how to link the varied siloed data sources (csv
files), and we were exploring more defined avenues of trying to predict pests and disease
based on the environmental conditions rather than plant growth, since there are many
potential influencing factors of this outcome, whereas predicting a specific pest was more
tractable in the time and scope of this project. We received useful pest outcome data
(Botrytis incidences from 2016-19) from Eric Wall, but no matching environmental
parameters.

We then searched for research datasets, specifically the Project AMBER data. It was
eventually found that there was 3 years worth of data but this data was only captured in the
setting of controlled trials in the summer (meaning that any statistical analysis or machine
learning models would not generalise to other seasonal conditions, since there was no data
in these seasons). One of these summers collected no powdery mildew outcome data,
meaning there was effectively 2 years worth of data. Since this was in the controlled trial
setting, the rows of strawberries were managed according to different treatment strategies
(which depended on the year of the trial). For each of these strategies, therefore, there are
only a few data points on which we could predict the output (of powdery mildew incidences)
based on the environmental parameters, which is infeasible for ML/AI.
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